Please describe (in no more than 3200 characters) your field of interest and its relationship to the following characterization of computational science "Computational science involves the innovative and essential use of high-performance computation, and/or the development of computational technologies, to advance knowledge or capabilities in a scientific or engineering discipline".
Traditional methods for building distributed, real-time and embedded (DRE) 
systems, such as the total ship computing environment (TSCE) or avionics mission planning, involved building the system as stovepipes directly on top of hardware, operating system and network protocols. This methodology created many accidental complexities that made applications brittle, inflexible, non-portable and incapable of evolving to overcome obsolete technology. To address these limitations, traditional methods were replaced with various layers of reusable middleware solutions, e.g., host and distributed middleware, where each layer provided a specific service to shield developers from the complexities arising out of network and OS heterogeneity, such as communicating between hosts with different endianness and messaging formats. When these layers are combined, they permit the creation of reusable components under what is known as a Service-Oriented Architecture (SOA)
. SOAs eliminate many complexities associated with traditional methods because technologies do not have to be re-invented, and system architectures become more adaptive, evolvable and flexible. Consequently, SOAs shift some complexities to system engineers, who are responsible for deploying - placing components on nodes - and configuring - choosing parameters to ensure quality of service (QoS) - components of DRE systems. This shift, however, prolongs the integration phase of large-scale DRE systems and adversely impacts project costs and schedules. Therefore, as part of my graduate research and long-term R&D activities, I am interested in investigating methods and processes to assist system developers in minimizing cost, effort and time spent integrating systems by developing techniques for qualitative and quantitative evaluation of system QoS at development time.

My stated interest relates directly to the specified characterization of computational science in several aspects. System engineers who are responsible for deploying and configuring DRE system are faced with a hard challenge of locating proper deployments and configurations (D&Cs) 
that will allow their system to meet its QoS requirements. Even with assistance of benchmarking tools, the system engineers are still required to analyze the performance metrics and determine what positively and negatively affected to overall performance
. The use of innovative and high-performance computation will therefore assist system engineers by rapidly analyzing every aspect of the performance results in a finite amount of time. Once the performance results are analyzed, system engineers must determine what changes to the current D&C will yield desired results in subsequent D&Cs.  System engineers may also want to perform “what if” 
analysis on the current D&C performance to create a pool of D&Cs for experimentation.  The use of innovative and high-performance computation will therefore assist system engineers to perform in-depth analysis of their DRE system. Consequently, by integrating innovative and high-performance computation into my field of interest, I will definitely advance the engineering DRE systems. 
Please describe (in no more than 3200 characters) how the courses listed in your planned program of study will contribute to the research in your field of interest.

Please describe (in no more than 3200 characters) how high performance computing will impact your research. Assume for example you had unlimited access to a machine such as Seaborg at the National Energy Research Scientific Computing Center or Phoenix at Oakridge National Laboratory. What impact would such access have on your research?

Distributed, real-time, and embedded (DRE) systems require precise deployment – the placement of components on hosts – and configuration – the selection of parameters – to meet quality of service (QoS) requirements. In the case of large-scale systems, e.g., total ship computing environments (TSCEs) and avionics mission planning, the numbers of components that need to be deployed and configured are of magnitude order. Determining the correct deployment and configuration (D&C) to meet the specified QoS requirements for large-scale systems is hard because of the different combinations of possible D&Cs. 
My research therefore is researching methods to assist system engineers is selecting D&Cs that will meet their requirements by developing tools that will evaluate system QoS performance before system integration phase. My research has lead to the R&D of the Component Workload Emulator (CoWorkEr) Utilization Test Suite (CUTS), which allows system engineers to evaluate QoS performance DRE system before implementing the system via emulation technique and graphical analysis tools. Currently, all D&Cs are manually determined and evaluated by the system engineer. This method is both tedious and non-exhaustive with determining D&Cs that will perform better based on the results of the past and current results. 
If I had unlimited access to a machine such as Seaborg and the National Energy Research Science Computing Center or Phoenix at Oakridge National Laboratory, I would use either machine to assist in calculating all the possible D&Cs for a DRE 
system based on it’s requirements. I would also use either machine to process results of the current D&C to determine which D&C will yield the desired results for subsequent D&Cs. When dealing with large-scale DRE systems, high-performance computing is needed to rapidly calculate all the possible outcomes so either system engineers or analysis tools can make decisions.
List of Publications

�Although we use this acronym, make sure to say “DRE systems, with high computational requirements, such as radar tracking and automated target recognition, 


�James, I will suggest you briefly touch upon how SOA is making grid computing better. That will make the story more compelling. Also tell somewhere how our group has internal funding from Vanderbilt to explore opportunities such as these in the context of high performance and grid computing. Search on google “SOA + grid computing”


�Again here I suggest you tie this down to the needs of high performance applications aka grid applications, where the goal is to identify the resources available worldwide, be able to authenticate via single sign-on


�I don’t quite understand what you want to say here


�Give an example of what such a “What if” may mean for a high performance application. So you can say that you may want to test if a particular D&C provides the necessary computational and network needs of a HPC application by running an emulated version of the application.


�Say “exhaustively testing different D&C emulations”





